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Abstract

With the cost of commercial off-the-shelf (COTS) high performance interconnects falling and the respective performance of microprocessors increasing, workstation clusters have become an attractive computing platform offering potentially superior cost effective performance compared to traditional supercomputers.  Workstation performance is improving at a rate of 80% per year, while that of supercomputers is improving at only 20-30% per year.  Given that desktop computers offer the best price-performance in this era of sustained rapid change, why would anyone buy a supercomputer?  One reason is there may be no choice; the task may be too large to run on feasibly on a workstation.  However, in recent years, symmetric multiprocessor (SMP) technology has matured and emerged as a viable configuration for such systems.  With the advent of ATM technology it has become possible (both physically and economically) to connect many SMP machines together to boost performance.  It can be argued that 1) many future workstations will be SMPs with more than one processor, and 2) SMP nodes will be the basis of workstation clusters.  This paper will discuss combining SMP and ATM technology, and review possible configurations.
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1.  Introduction


Parallel computing is not a new idea.  The concept of linking multiple multiprocessors to work as a single processing system has been around since the dawn of the computer era.  For about 10 years, SMP has been the most popular form of commercial parallel processing.

What is Multiprocessing?

Multiprocessing is the simultaneous execution of one or more programs or instruction sequences by separate CPU's under integrated control.  Multiprocessing involves using two or more CPU's in a single system to improve overall performance.  A symmetric multiprocessing system is one in which all CPUs operate as peers -- that is, any CPU can handle any task.  The following figure shows the taxonomy of computer systems prevalent today.
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Multiprocessing requires a multiprocessing operating system.  The operating system determines how to assign tasks among the available processors to achieve optimal system performance.  Many multiprocessing operating systems exist today including Windows NT™, Digital Unix™, and HP-UX™.

Multiprocessor systems can provide the greatest benefit when the system is required to run multiple tasks or service multiple users.  For example, a multiprocessor database server would be able to service more users than a uniprocessor server, since user processes could be assigned to separate CPU's.  If the user currently sitting at the system is running a computationally intensive task another user connecting to the system over a network could run another intensive task with very minimal notice to the user at the system.  The operating system would handle assigning the tasks to each of the CPU's.  In addition, applications that are threaded in nature run even more effectively on multiprocessing systems.  Multithreaded applications are written as small chunks of code that can easily be distributed to different CPU's without much intervention from the operating system.

Harnessing the power of multiprocessing in one collective system can greatly increase a system's power and performance.  With SMP, a single system contains multiple processors, all accessing the same resources.  The processors share and equally access all the parts that make up the whole system from memory to input and output (I/O) devices.  As a single system, SMP is easier for to manage than multiple systems.  Because multiprocessing combines the power of two or more processors to work on a single set of problems or applications, it optimizes your system's performance.  Overlapping processor access times to resources, such as memory or I/O, maximizes efficiency of such systems.  By maximizing available memory bandwidth, you remove the processor as the bottleneck in intensive applications. While SMP is a proven method of increasing your central processing unit (CPU), they are some limitations to the technique.

 Eliminating the bottleneck
As discussed, SMP allows for many identical processors to be coupled together on a single system.  However, simply adding processors to boost CPU output is not enough in itself.  Each processor in an SMP configuration shares a single memory image to access any memory location or software application.  Processors must also share the same memory control logic.  In addition, throughput capability is limited by current memory and memory controller technologies.

Therefore, dual processing doesn't provide outright doubling of the system's performance because both processors must contend for shared resources, such as RAM, or disk drives.


    2.   SMP Concepts


Early multiprocessor (MP) systems were designed around an asymmetric paradigm.  In an asymmetric multiprocessor (AMP) design, one master processor is designated to handle all operating system tasks.  The rest of the processors only handle user processes.  They are referred to as slave processors.  The disadvantages to this type of system are 1) Adding extra processors actually increases the work requirement for the master processor 2) The master processor becomes the bottleneck in AMP systems.  The idea behind a asymmetric multiprocessor is shown below.
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On the other hand an SMP node contains several identical processors, each typically with its own on-chip cache and a larger off-chip cache, which have uniform access to a shared memory and other resources such as the network interface.  The figure below shows the idea behind a symmetric multiprocessing system.
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Some important characteristics of SMP's include:

High-speed memory bus: Since several processors need to get access to main memory, a dedicated, high-throughput memory bus is required.  Design of the memory bus is critical in producing an efficient SMP architecture.

Separate Secondary Cache: Each processor in the system has its own secondary (level 2) cache.  The provision of separate caches for each processor requires complex logic in the cache controller to make sure that a processor never works on data that has been updated in another processor's cache. This problem is addressed through cache coherence protocols that make sure the most recent value in the processors cache corresponds to the data in memory.  The primary advantage of a dedicated-cache design is the ability to increase the number of processors in a system, without saturating the memory bus.  This approach seems to be the most popular for high-end multiprocessor servers because it ensures optimum performance even when a system is scaled to its maximum configuration. The size of the cache itself is also relevant to performance.  As a general rule, the larger the secondary cache, the better an SMP system will scale as extra processors are added.

I/O to memory bus bridge: The I/O bus now interfaces with the memory bus rather than directly to a CPU.


    3.  Communications Primitives 


Communication primitives facilitate the design of portable parallel algorithms by providing a framework by which parallel applications can be developed in an efficient and straightforward manner.  The two most popular communications primitives used in supercomputing today are the PVM and MPI standard, which are both freely available to the public.

PVM (Parallel Virtual Machine)

PVM is a free software package, which allows a heterogeneous network of computers to appear as a single computational resource - a virtual machine.  The development of PVM started in the summer of 1989 at Oak Ridge National Laboratory (ORNL), but a final revision (version 2) was not publicly released until February 1991, which was done at the University of Tennessee.  

PVM transparently handles all message routing, data conversion, and task scheduling across a network of incompatible computer architectures.  The PVM computing model is simple yet very general, and accommodates a wide variety of application program structures.  The programming interface is deliberately straightforward, thus permitting simple program structures to be implemented in an intuitive manner.  The user writes their application as a collection of cooperating tasks. The programmer's tasks access PVM resources through a library of standard interface routines. These routines allow the initiation and termination of tasks across the network as well as communication and synchronization between tasks. The PVM message-passing primitives are oriented towards heterogeneous operation, involving strongly typed constructs for buffering and transmission. Communication constructs include those for sending and receiving data structures as well as high-level primitives such as broadcast, barrier synchronization, and global sum. 

PVM tasks may possess arbitrary control and dependency structures. In other words, at any point in the execution of a concurrent application, any task in existence may start or stop other tasks or add or delete computers from the virtual machine. Any process may communicate and/or synchronize with any other. Any specific control and dependency structure may be implemented under the PVM system by appropriate use of PVM constructs and host language control-flow statements.

MPI (Message Passing Interface)

Another communication primitive that can be used in this type of arrangement is Message Passing Interface (MPI).  A newly established group called the MPI forum created MPI in the summer of 1992.  In designing MPI the MPI forum sought to make use of features from a number of existing message passing systems.   In 1994 the specifications for MPI1 were released to the public.

The main advantages of establishing a message-passing standard are portability and ease-of-use. In a distributed memory communication environment in which the higher level routines and/or abstractions are build upon lower level message passing routines the benefits of standardization are particularly apparent. Furthermore, the definition of a message passing standard, such as MPI, provides vendors with a clearly defined base set of routines that they can implement efficiently, or in some cases provide hardware support for, thereby enhancing scalability. The goal of the Message Passing Interface simply stated is to develop a widely used standard for writing message-passing programs. As such the interface should establish a practical, portable, efficient, and flexible standard for message passing.  MPI programs can run on clusters of SMPs, however this is not necessarily the optimal methodology for these platforms.  MPI enforces a shared-nothing paradigm between tasks, and all communication and coordination between tasks are performed through the exchange of explicit messages, even between tasks on a node with a physically shared memory.

PVM or MPI can used in SMP machines to handle synchronization and coordination of the processes.  As stated, in an SMP environment multiple hardware platforms can used.  If there is a standard routine to communication between these platforms greatly reduces the amount of programming time and the chance for programmer error.


ATM Concepts


ATM or Asynchronous Transfer Mode is a form of data transmission based on fixed-length packets, called cells, that can carry data, voice and video at high speeds. This technology is designed to combine the benefits of switching technology with those of packet switching.  The bandwidth of ATM is from 155Mbits/second to 10Gbits/second), which is far superior than standard ethernet (10Mbits/second to 100Mbits/second) used in most network connections. 

Why use ATM for interconnection networks?  Ever since networks of workstations have been used for parallel computations, ATM has been on the move. The reason is the low cost and high bandwidth of ATM networks. However, the latency in ATM networks is generally greater than in MPP (Massively Parallel Processor) machines. This deficiency is induced by an adherence to standards set by the telecommunications industry. Inspite of this deficiency, ATM interconnection networks are increasingly popular. 

The traditional way of connecting multiprocessors is via the usage of a standard Ethernet network which is available in most environments and provides reasonable results.  However, by an ATM interconnection SMP machines can provide better results due to the increased bandwidth available for communication between machines.

The size of the data packets has a direct relationship to the communication overhead incured in such configurations.
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In the figure above, it was shown that messages under 512 bytes were worse over the ATM network, than over Ethernet. This is due to the optimizations made by Ethernet over the years. However, the ATM network is a far better choice than the conventional Ethernet network for LANs (Local Area Networks). This is due to Ethernet having fixed bandwidth, as opposed to the scalable bandwidth that characterizes the ATM networks (and the switched Ethernet network). Unlike other networks, such as Ethernet, "ATM is defined independently from the physical medium, which allows the system to be upgraded to higher-speed interconnections" This implies that the ATM networks can utilize new technology, such as optical interconnections. This is yet another advantage of ATM networks. Finally, a simplified design of switches and interfaces can be obtained by the fixed-sized unit of transfer employed by the ATM networks.

An ATM interconnect consists of a single ATM switch and one ATM interface per cluster.  The ATM interface is the link between a cluster and the ATM switch.  It converts messages from the cluster into ATM cells and sends them to the ATM switch.  The interfaces currently on the market implement mainly two protocols, namely AAL3/4 (ATM Adaptation Layer 3/4) and AAL5.  AAL3/4 is a higher level protocol on top of ATM that guarantees delivery, multiplexes, keeps sequence integrity, and handles flow control.  AAL5 is a simplified version of AAL3/4 and is designed to remove protocol latency.  It does not guarantee delivery but it detects errors and keeps the sequence integrity.  Current AAL3/4 interfaces do not guarantee delivery or provide flow control.  So in current implementations, changing from AAL3/4 to AAL5 marginally shortens latency.

While ATM has a high bandwidth, its main drawback as a system interconnect (between SMP clusters for example) is the high latency involved in sending a message.

The following graph shows the latency of MPI and PVM over and ATM network and an Ethernet network. 
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It can be seen from the graph that as packet size increases the latency incurred also increases.  The optimal packet size depends on the amount of communication between the machines in the system.

Tradeoff between CPU's and Communication Overhead
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Configurations

Operating System (OS)

Until recently, no mainstream PC-based operating system supported multiprocessing. The earliest PC operating system, DOS, could run only one application at a time. Multitasking premiered with the Windows operating system, which allowed users to have two or more applications open at once, though only one could execute at a time. Users eager to run multiple applications simultaneously awaited the release of Microsoft's operating system, Windows 95. Introducing preemptive multitasking, this operating system delivers increased productivity when, for example, a user continues to model while an analysis program runs in the background. Even a step above Windows 95, new advanced operating systems have recently premiered that add multiprocessing capabilities to preemptive multitasking. Among the most popular are Windows NT, OS/2-MP, Linux, SCO UNIX, and Solaris. These new operating systems significantly boost performance by enabling multiple tasks or applications to run in parallel on multiple processors. 

Synchronization, which relates to the manner in which a load is shared among processors, is a key issue in multiprocessing.  In a symmetrical architecture, the processors are tightly coupled, sharing the same memory and working from the same copy of the operating system. Each CPU has equal access to resources on the system. As a result, any free CPU is assigned the next available operation.

An advanced operating system like Windows NT supports symmetrical multiprocessing. Its kernel, or the core code that manages the various functions of the system, dispatches individual processes to various CPUs in discrete units of code, called threads. The kernel also inspects each unit for a block of code called the thread environment block, which tells the operating system if the thread has been executed previously and if so, on what processor. In order to optimize system performance, the operating system will schedule the thread for execution on the processor it was previously executed on - the thread executes faster if some of its code remains in the processor's cache (a situation termed processor affinity). If there is no affinity, the thread is sent to the first free processor. 
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As multiprocessing becomes mainstream technology, more and more software vendors will be developing threaded applications.

Detail more about commercially available OS's?

Detail Commercially available CPUs?

Detail Commercially available Systems?


Conclusion


SMP systems connected through an ATM interconnect provide a possible system configuration for a low budget supercomputer.  With the maturing of SMP and ATM technologies and their interfaces, such systems are becoming more common place.  The main attraction of such systems is the ability to purchase off the self components and upgrade/add additional parts to a system.   This feature is not available in traditional supercomputers due to the specialized equipment used.

Glossary of ATM and SMP Terms

AAL

ATM Adaptation Layer, The highest layer in the ATM protocol stack. 

AMP,

Asymmetric Multiprocessing, A single system containing multiple processors, all accessing the same resources, where all but one CPU can be given any task.  One CPU is reserved for OS tasks.

ATM,

Asynchronous Transfer Mode.  A high-speed connection-oriented switching technology that uses fixed length cells and can support multiple types of traffic.  It is asynchronous in the sense that cells carrying user data need not be periodic.

Connection Oriented,

A type of data transfer in which a logical connection is established between the communications endpoints.

COTS,

Commerical Off-The-Shelf, Refers to any commercially available, easily accessible and economically feasible component.

CPU.

Central Processing Unit, The chip inside the computer which performs all of the logic and arithmetic operations.

DEC,

Digital Equipment Corporation,

MP,

Multiprocessor, Simultaneous processing by two or more processing units.

MPI,

Message Passing Interface, A standard for communicating between shared-nothing processors. All communication and coordination between tasks are performed through the exchange of explicit messages

OS,

Operating System, The low-level software that schedules tasks, allocates storage, handles the interface to peripheral hardware and presents a default interface to the user. The OS may be split into a {kernel} which is always present and various system programs which use facilities provided by the kernel to perform higher-level house-keeping tasks, often acting as a server in a {client-server} relationship. 

PVM,

Parallel Virtual Machine, A set of software tools, which provides a unified framework within which parallel programs can be developed in an efficient and straightforward manner using existing hardware. PVM enables a collection of heterogeneous computer systems to be viewed as a single parallel virtual machine.

RAM,

Random Access Memory, An integrated circuit memory chip allows information to be stored or accessed in any order and all storage locations are equally accessible

SGI,

Silicon Graphics, Inc.

SMP,

Symmetric Multiprocessing, A single system containing multiple processors, all accessing the same resources, where any CPU can be given any task.
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